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I. Project Leaders and Team Members
UC Davis strongly promotes a team science approach as a methodology for translational work. One of the key elements leading to the success of this project was the consistent partnering of individual experts throughout UC Davis Health System and other institutions to achieve team goals. 
Project Leadership

· Kent Anderson, M.S., Research Technology Manager; Co-Director, CTSC Biomedical Informatics 
· Larry Errecart, Data System Manager, CTSC Biomedical Informatics
Informatics and Information Technology
· Daniel Cotton, Educational Technology Manager

· Ayan Patel, Application Programmer, CTSC Biomedical Informatics 

· Davera Gabriel, R.N., Terminology Services Architect, CTSC Biomedical Informatics
· Deb Lee, M.B.A., Web Development and Training Manager, CTSC Biomedical Informatics
· Christopher Lambertus, System Administrator

Evaluation  
· Julie Rainwater, Ph.D. Director, CTSC Evaluation

· Este Geraghty, M.D., M.S., M.P.H, Assistant Professor, Internal Medicine
· Stuart Henderson, Ph.D. Co-Director, CTSC Evaluation 

Physician Champion  
· Hien Nguyen, M.D., M.A.S., Assistant Professor of Internal Medicine, EHR Medical Director.
· Many physicians dedicated their time to helping us refine the Cohort Discovery Tool. Each participated in training and in research regarding satisfaction and usability of the tool. The majority of volunteers came from the Clinical and Translational Science Center training programs. 
Compliance  
· Teresa Porter, Compliance Officer, UC Davis Health System

Training 
· Carol Christensen, Clinical Information Systems Training Manager

Executive Sponsors
· Mike Minear, Chief Information Officer, UC Davis Health System

· Lars Berglund, M.D., Ph.D., Professor of Medicine, Associate Dean for Research, and Director of Clinical and Translational Science Center
II. Summary

UC Davis customized, deployed, tested and evaluated an innovative new computer program, Cohort Discovery (powered by i2b2), that enables researchers to more efficiently identify potential research subjects for clinical trials. Allowing faculty and research staff the ability to access de-identified patient data from the health system’s Epic Electronic Health Record (HER), the Cohort Discovery program performs real-time queries and provides the ability to search for specific demographic characteristics and diagnoses.  As this tool continues to be developed and refined, it has the potential to significantly advance clinical trial recruitment and improve health care research; from reducing health disparities to ensuring new treatments reach patients who need them.

III. Project Description 

Background 

The ability to search patient data for research study cohorts is challenging, given HIPAA regulations and other privacy requirements. The Cohort Discovery Tool (powered by i2b2) has been designed to address this problem. It allows researchers to easily access large, intricate patient data sets, making the process of designing research studies and generating hypotheses more efficient and comprehensive.

The Cohort Discovery effort provides three fundamental paradigm shifts that improve research organization and efficiency at UC Davis:

1. Clinical data aggregation.  Clinical care, billing data and laboratory data were aggregated into a single, unified database for analysis. While this was essential for development of the Cohort Discovery software, this also created detailed knowledge of traditionally disparate data systems that allowed for better aggregation.
2. Improved patient privacy. Information that might individually identify a patient or sensitive population was removed or obscured to protect patient confidentiality and minimize unnecessary intrusions by researchers. This protects both the patients and the researchers by eliminating erroneous and invasive searches using identified information.

3. Improved understanding of EHR data for reuse.  Through the process of investigating each data point provided through Cohort Discovery, and by creating formal documentation, a data dictionary framework was created as a foundation for improved knowledge management and reporting quality that will be leveraged throughout the organization.
The objective of this project was to incrementally build a common technical, semantic, and appropriately secure and governed distributed system in close partnership with active researchers. The software behind the UC Davis Cohort Discovery program was developed as part of a National Institutes of Health-funded initiative “Informatics for Integrating Biology and the Bedside” (i2b2). Partners HealthCare and the Harvard School of Medicine initially developed the software which was ultimately converted to open source in 2007.  The output of each query from Cohort Discovery is a numeric count of potentially eligible subjects as recorded in the Epic EHR (Figure 1). 
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Figure 1: In Cohort Discovery, patient data from various source systems is retrieved and transformed/de-identified for inclusion in the Cohort Discovery software tool.
This numeric count of the potential research cohort helps researchers assess the feasibility of their study hypotheses by indicating whether there is a sufficient population of prospective subjects within the EHR. With the push of a button researchers can submit a detailed request to the Institutional Review Board to gain access to relevant patient information supporting their research or grant writing activities.

UC Davis Health System is among the first institutions in the country to deploy this software in production use. As part of the i2b2 Academic Users group, the Health System will share its software and methods for Cohort Discovery with other institutions, particularly other UC campuses. 

The Cohort Discovery data acquisition process

The primary source of data imported into Cohort Discovery is gathered from the Epic EHR Clarity database (longitudinal patient data set). Data from other sources is also gathered as appropriate to augment the phenotypic characteristics of each patient in the Epic EHR.  Inpatient procedures and diagnoses are retrieved from the financial decision support system, as they are not currently available in the Epic Clarity system.
The patient information is then de-identified using recognized best practices. The Cohort Discovery user interface (Figure 3) allows researchers to directly interact with the system, creating queries that search for specific patient characteristics.  For instance, a researcher who wanted to find patients with a diagnosis of both type 2 diabetes and coronary artery disease with specific exclusion criteria, such as particular lab tests or medical procedures, can use Cohort Discovery to locate potential subjects, gather pilot study data, or generate study hypotheses.  
In order to launch the Cohort Discovery Tool with confidence, a number of regulatory considerations were addressed:

· HIPAA - Health Insurance Portability and Accountability Act

· FISMA - Federal Information Security Management Act

· FERPA - Family Education Rights and Privacy Act

· GINA - Genetic Information Non-Discrimination Act

· 21 CFR Part 11 - Code of Federal Regulations Electronic Signature

· Sarbanes Oxley

· NIST 800-53 - National Institute of Standards

· E-Discovery - Federal law for preserving and protecting electronic data in Federal civil lawsuits

· NIH Certificate of Confidentiality Protection against E-Discovery

· FIPS 140-2, 196, 199, 200 - Federal Information Processing Standard

· State of CA Title 22 - Definition of the Medical Record

· SB 1386 - Notification Requirements

· AB 1298 - Extension of 1386 to include “Medical Data”

· SB541, AB211 - Specify penalties for individuals and institutions for “negligent” handling of medical data (Up to $250,000)

· UC - 650-16
· ECP - UCOP IS2 and IS3

· Institutional Review Board Guidelines

Data de-identification and exclusion rules

Based on the above regulations, a series of rules were developed to ensure that patient de-identification was sufficient to protect confidentiality.  The following rules were agreed upon by both the UC Davis Institutional Review Board (IRB) and the UC Davis Office of Compliance.
· Prisoner data is excluded

· Patient ID is replaced with a PseudoID

· Source field data including, but not limited to, the following is de-identified

· Order Med ID

· Pat CSN ID (Encounter ID)

· Order ID

· Encounter Num (from Finance for in-patient stay)

· Medical Record Number (MRN)

· Patients 89 years and older are excluded

· Patient and Provider first and last names are excluded

· Phone, fax and pager numbers are excluded

· Patient address is excluded

· Zip code truncated to 3 digits

· zip set to “000” for 3-digit zip codes with populations < 20,000

· Birth dates are normalized to the first day of each year (01/01/yyyy)

· Dates are internally consistent per patient, but shifted +/- up to 14 days

· Data from Notes (Clinician, Progress Notes, etc.) is currently not available

· Patient counts < 5 return “less than 5 patients” in Web client

· All queries return counts +/- 3 records in Web client

The extract, transform and load process (ETL) described later in this document enforces these rules with precision.  External auditors were brought in to review both the logic exclusions above, and the ETL database scripts to validate compliance. Intensive reviews of system logic and functionality, augmented by automated scripts embedded in the ETL process allow for continual review and reporting on the status of the application’s compliance with applicable privacy regulations.
Use of the Cohort Discovery tool was ultimately viewed by the IRB as an improvement in patient privacy protection because researchers now have a robust and secure honest broker through which to perform routine cohort scanning and hypothesis validation studies without ever having to view protected health information.  In addition, when requests for data retrieval do make their way to the IRB administration office, they are finely targeted to only a minimal set of patients for which follow up and screening is necessary.   

Cohort Discovery in Context
The flow of data from clinical capture to the point where a researcher can search aggregated data and retrieve a subset of information is an intricate one.  The diagram in Figure 2 shows an overview of the aggregation, transformation, and retrieval processes surrounding the Cohort Discovery software application.  This overall workflow describes automated software processes blended with manual interactions already in existence.  Future expansions of the Cohort Discovery application will be aimed at automating much more of the entire process below.
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Figure 2: Data acquisition and retrieval flow

1. Fully identified data is compiled from the Epic EHR Clarity database, TSI Billing system, and Laboratory (LIS) database into a Staging database. The Genomic and Clinical Trials databases will be incorporated in the future.
2. Extract, Transform, and Load scripts are run from Talend ETL management software to remove identifying information and populate the i2b2 clinical research chart tables

3. Data harmonization methods are employed to apply standard terminologies to aggregated data sources.
4. A researcher performs cohort identification analysis, tuning a study hypothesis for feasibility within the UC Davis patient population.
5. With specific target characteristics and a count of eligible patients defined, standard IRB documentation is submitted for regular IRB review for retrospective data retrieval.
6. Upon IRB approval, an identified dataset is retrieved for the approved protocol.
7. Data containing patient health information is delivered to a secure location for statistical and quantitative analysis.
Cohort Discovery User Interface
UC Davis Health System is among the first institutions in the United States to use Cohort Discovery with both a fully deployed EHR dataset available to i2b2, and a substantial group of trained faculty using the system. The linkage of the EHR and i2b2 provides a unique and powerful capability to search all UC Davis patient encounters for research cohorts. What may have been impossible or extremely time consuming in the past can now be done in minutes with an online query. Figure 3 details the research workbench, the drag-and-drop graphical query development interface of Cohort Discovery. This user-friendly Web page offers an easy way for researchers to generate complex, anonymous, database queries without detailed knowledge of the underlying database to retrieve counts of potentially eligible research subjects currently in the UC Davis Health System.
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Figure 3: The Cohort Discovery user interface.
Use and Testing

UC Davis faculty and other physicians played a key role in testing Cohort Discovery and supporting its development. Among them were Nasim Hedayati, assistant professor of surgery; Thomas Sehrad, a fellow in the Division of Hematology/Oncology; and Estella Geraghty, assistant professor of internal medicine. We also used the services of an outside expert firm, Recombinant Data Systems, to audit the data and de-identification methods used to load EHR data into Cohort Discovery’s database. The project was reviewed and approved by the UC Davis IRB. 
Cohort Discovery is an important research technology foundational project for the Health System. Our work to deploy Cohort Discovery enabled us to advance our knowledge about secondary use of EHR data and sophisticated patient data de-identification techniques. We will build on this effort and continue to modernize software tools and databases to support our faculty in performing research.

Throughout the development process, the project team has made dissemination of information a priority, scheduling regular open symposia with development partners at the University of Washington, UC San Francisco, and Harvard University to highlight advancements in Cohort Discovery and i2b2 progress. In February 2010, UC Davis Health System hosted a symposium to share our expertise in implementation and evaluation of the Cohort Discovery Tool. The meeting was well attended, including IT leadership from: UC San Francisco, University of Washington, Harvard University, Oregon Health Science University, UC Irvine, University of Utah, University of Michigan, Boston University and Kaiser Permanente. As a result of this productive and well-received meeting, UC Davis Health System has developed new partnerships to facilitate deployment of Cohort Discovery among other institutions and to share an evaluation toolkit that includes the components outlined in section VI below.
Example of Cohort Discovery Tool Use

Researchers have already begun to successfully use the Cohort Discovery Tool to improve the  understanding of diseases and therapies. A recent article on the UC Davis Health System web site highlights its use:  

“UC Davis Health System physician Joyce Leary is using cutting-edge information technology tools in her search to determine if drug regimens for patients with diabetes have been appropriately adjusted in response to elevated glucose levels in their blood. “By identifying adjustments made to drug regimens when the diabetes control is poor, I am hoping to identify barriers to improving long-term diabetes control," Leary says. She is amassing the data to identify treatment trends using a sophisticated database called Cohort Discovery, developed by the UC Davis Clinical and Translational Science Center, and UC Davis Health System’ electronic health record system that stores the medical information of its patients.” (http://www.ucdmc.ucdavis.edu/welcome/features/20100224_AR_reaching_out/index.html)
In developing a secure system that allows the sharing of health data, there is no doubt that the Cohort Discovery Tool will significantly advance research and improve all areas of health care, from reducing health disparities to ensuring new treatments reach the patients who need them. 

Cross-institutional collaborative opportunities

UC Davis’ early deployment of the Cohort Discovery software was made possible in part because the Health System is part of a pilot project supported by the NIH that is designed to improve informatics support for researchers conducting small- to medium-sized clinical studies. As part of the project, UC Davis Health System experts are working with investigators from the University of Washington and UC San Francisco to enhance the i2b2 software to support cross-institution research efforts. The project is one of three being administered by the National Center for Research Resources and designed for institutions that receive NIH Clinical and Translational Science Awards.

Through this project, the UC Davis CTSC Biomedical Informatics program implemented the Harvard University-developed SHRINE (Shared Health Research Information Network) software system, building on the capabilities of i2b2 to allow researchers at the three participating medical centers to easily access large, anonymized shared datasets for designing research studies and generating new hypotheses. 

The project provides model policies and procedures for creating a shared network of clinical research data among numerous institutions and harnessing the talents of many experts to focus on a particular problem or condition (Figure 4).
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Figure 4: Leveraging the Cohort Discovery Tool to support inter-institutional query capability among partner institutions
The cross-institutional capability of the i2b2/SHRINE software is currently in pilot development, with over 3 million anonymized patient records available across the three participating institutions.  Development of a base reference ontology and comparison mechanism for reconciling data discrepancies between institutional datasets was recently completed as part of a contract milestone. Best practice guidelines on becoming a SHRINE-enabled node, and production-grade inter-institutional query capability is expected to follow after completion of the current NIH contract in November 2010. 

Relevant URLs

http://www.dnatube.com/video/1394/i2b2-demo
https://cohortdiscovery.ucdmc.ucdavis.edu/  

http://www.i2b2cictr.org/node/21
See Appendix for UCDHS Intranet page screen shots – Research Computing and Cohort Discovery sites
IV. Technology Utilized in the Project 
Application software

The base i2b2 application software operates on Java version 1.5.0_17. This open-source code base uses fundamental principles of a service-oriented architecture (SOA) of independently developed software “cells” that communicate via XML messages.  
The i2b2 framework software tools are collectively referred to as “The i2b2 Hive” (Figure 5). The core Java-based components of the i2b2 Hive are depicted as “blue cells”, and other optional cells are alternately colored. One advantage of an SOA is the fact that not all technologies used to develop independent cells must be the same. That is to say that one application cell may be developed in Java, while another uses Microsoft technologies, and another something else, provided each cell adheres to strict communication protocols defined by the core i2b2 Hive designers.  
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Figure 5. The i2b2 Hive (source: www.i2b2.org)
Another advantage of the SOA is that independent cells have no proximity restrictions, and can reference complementary cells from any physical location such cells happen to be exposed to the Web.  This flexibility has proven to be a critical feature of the i2b2 software as we look to expand this critical functionality with additional modules and capabilities in future releases. 
The Cohort Discovery application server at UC Davis is running CentOS version 5.4 (Linex). The Web server in use for the Cohort Discovery Web client is Apache Tomcat 5.5.26.

Database

The Cohort Discovery Tool is built on an Enterprise Oracle 11g database. Using Oracle allows for scalability in anticipation of extremely large datasets, rapid data retrieval, and offers the additional convenience of easy compatibility with the Epic EHR Clarity system, which operates on the same Oracle version. The standard i2b2 data structure is centered around a fact-based star-schema data warehouse that optimizes retrieval performance. The Oracle product is optimized with indexes to provide high performance data retrieval.
Extract, transform, and load (ETL)

The ETL scripts that configure source data for inclusion in Cohort Discovery are SQL statements managed through the Talend (www.talend.com) open-source master data management solution. The ETL processes developed at UC Davis Health System contain embedded auditing features that allow for detailed analysis of data quality, including logical error reports of inconsistent data. Some data errors have been found to be the result of errors in clinical entry that are faithfully (and erroneously) replicated in the anonymous query tool, which undermines the overall data quality of the system. To minimize these types of errors, a growing series of logical rules have been applied to the ETL processes that aim to minimize infiltration of even clinically-generated data anomalies. These audit procedures have been externally validated to be legitimate, and to comply with existing and emerging industry best practices.  We are continuously maintaining and improving these logic rules based on feedback from users, training sessions and ongoing development efforts to expand data acquisition and improve quality.
Substantial effort went into developing these ETL scripts to accurately reflect UC Davis Health System clinical data within i2b2 infrastructure and to improve the Cohort Discovery application in response to initial (and continuing) user feedback. We learned early on that clinical data environments can be significantly different--some data standards in use at Harvard, upon which the ontology cell of the i2b2 base product was designed, did not match UC Davis Health System clinical realities. The specific versions of ICD-9 (International Classification of Diseases, ninth revision), for instance, were neither complete nor precisely comparable. Also, blood pressure results were not included in the original Harvard version, but were in high demand among the pilot user group. As a result, ontology cell manipulation was a critical step toward configuring base code, and was not a supported feature of the open source application.  
The data systems manager, Larry Errecart’s, tireless diligence in unlocking the complexity of the ontology cell is a large part of the success of this project.  Larry’s outstanding efforts on this project and the knowledge he has obtained working through these complex issues continue to make him a valued asset to the UC Davis CTSC, Health System, and across the international i2b2 academic user group (www.i2b2aug.org).
V. UC Davis Health System Cohort Discovery Tool Implementation Timeline

	April 2008
	· Initiated i2b2 pilot in full partnership with the institutional Information Technology Division

· Compliance approval for assessment

· IRB approval for assessment

	Summer 2008
	· Pilot installation and configuration 

· Hardware/software administration

· Hosting requirements

· Security planning

· Determine primary data sources to load & gain access

· Obtain sample data sets

· Map data to existing ontologies

· Demonstrations

· Evaluation Assessment discussion

· Evaluation Assessment document

	Fall 2008
	· IRB approval obtained for Staging Data Warehouse

· IRB approval for enterprise development of i2b2 system

	Winter 2009
	· ETL scripts customized to incorporate UC Davis data

· Limitations of the i2b2 ontology cell identified that prevent full representation of UC Davis data

	Spring 2009
	· Ontology cell manipulation achieved

· Pharmacy data 100% reflective of UC Davis formulary

	June 2009
	· Initiated weekly Cohort Discovery “all-hands” project meetings

	September 2009
	· Institutional Compliance Office approval finalized for launch
· LOINC codes established for Laboratory data in LIS, included in Cohort Discovery

· User documentation completed

	October 2009
	· Training materials and course curriculum completed

· Cohort Discovery launched to pilot users

	January 2010
	· External data validation audit completed

· Audit recommended changes adopted
· Formal launch of application use to UC Davis Faculty


Current state

Currently, the Cohort Discovery Tool’s searchable dataset is comprised of data covering the extent of the six year-old Epic EHR implementation at UC Davis. Each fact generated from individual patient encounters is broken into its core elements to populate a modified star-schema data warehouse that is the underlying i2b2 clinical research chart (CRC). A summary of the current dataset follows:

· 6 years of data in Cohort Discovery (since inception of Epic EHR use at UCDHS)

· 86,318,855 facts

· 25,421,705 inpatient and outpatient visits

· 679,632 individual patient records

Specific Information Types Included in the Cohort Discovery Tool

· PATIENT DEMOGRAPICS

· Birth Date

· Age

· Marital Status

· Race

· Gender

· Language

· Religion

· Zip Code

· ENCOUNTER DATA

· Encounter Date

· Diagnoses

· Blood Pressure 
· LAB DATA


· LOINC Code of Lab Test

· Lab Test Name

· Lab Test Value

· Result Date

· PRESCRIBED MEDICATION

· Medication ID

· Drug Name

· Drug Order Date

· INPATIENT PROCEDURES

· Admission Date

· Principal Procedure Code

· Procedure Name

VI. Objective Customer Satisfaction Data 

Evaluation of the implementation by the user community at each phase was a critical component of the project. The evaluation team rigorously evaluated the Cohort Discovery Tool from surveying prospective users prior to the initial launch, through the training process, to experienced users’ interactions with the tool.  

Prospective User Introduction to the Cohort Discovery Tool

Researchers who were affiliated with the UC Davis CTSC were invited to attend a luncheon meeting to learn about the Cohort Discovery Tool powered by i2b2. Forty-nine researchers attended and viewed a 10 minute demonstration video describing the tool and its query functions. Following the demo, the attendees were given a survey to assess their level of interest and need for the system. Results from the survey indicated that approximately half of the respondents said that they are already using data from the EHR in their research.  Respondents reported that the tool looked very easy to use (mean 6.17 on a scale of 1=not easy to 7=very easy) and would be extremely useful for initial and ongoing recruitment of patients in clinical trials (6.47 and 6.32, respectively with 1=not at all useful, 7=extremely useful).  

Evaluation of Cohort Discovery Application Pilot Users

Fourteen pilot users (volunteers recruited from the Clinical and Translational Science Center’s pool of faculty investigators and research training programs) participated in Cohort Discovery Tool training and thirteen of these individuals completed an online survey regarding their experience. Ninety-two percent of users (trainees) felt that it was easy or extremely easy to understand how to use the tool after the brief training. In addition, all users felt that “it is easy to interact with the Cohort Discovery Tool” and 83% agreed with the statement that the “instructions embedded within the Cohort Discovery Tool were clear.” Sample users’ comments illustrate their overall enthusiasm for the Cohort Discovery Tool: “I am excited about the future possibilities for research with this tool;” “Wonderful tool, I plan on advertising to colleagues to demonstrate [its] usefulness;” and “I think this will be a very valuable tool, especially when the EHR records from multiple institutions become available.” 

Expected Uses of the Cohort Discovery Application
Users were surveyed regarding their anticipated uses of the Cohort Discovery Tool. The most beneficial uses of the Cohort Discovery Tool indicated by the researchers were for “retrospective data studies using anonymized data from my own institution and other institutions,” to “gather pilot data for a study,” and to “generate study hypotheses.” Less beneficial uses according to respondents included recruiting patients for future studies, ongoing recruitment for current studies, and exploration of differences in outcomes across institutions (see Figure 6). 
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Figure 6: Expected Use of Cohort Discovery Tool (% indicating "extremely useful")
Perceived Challenges with Tool

Overall, users were enthusiastic about the potential of the Cohort Discovery Tool.  However, in open-ended comments, users identified several possible challenges with the tool. The challenges can be grouped into four themes comprehensiveness, accuracy, flexibility, and supporting resources. The following quotations illustrate each of these themes: 

1. Comprehensiveness - “I want to use the Cohort Discovery Tool for feasibility as well as possibly to do retrospective studies. However, I do not believe the Cohort Discovery Tool captures all the patients eligible (which affects both goals).” 

2. Accuracy - “The data is only as good as what is entered.” 

3. Flexibility - “I could often not search certain diagnoses. For example, I wanted to look at WPW patients in the system and it was impossible to do so... I [also] really need the Cohort Discovery Tool to search by department. Emergency medicine researchers need to be able to have a way to identify pts that come through the ED.”

4. Supporting resources - “More resources will need to be devoted to supporting data retrieval & data inspection/post processing. While it is exciting to have investigators trained on Cohort Discovery, if there is not enough resources to support the next step-- data retrieval and post data processing, it would lead to frustration on the part of investigators.”

Think Aloud Sessions with Pilot Users
In order to understand how users interact with the Cohort Discovery Tool, a series of “think aloud” sessions were conducted in January-March 2010.  A subgroup of six i2b2 pilot users at UC Davis were asked to perform queries on 3 diabetes cases derived from the medical literature and to speak aloud while they worked through the queries. Camtasia Studio, a screen recorder software program, captured users’ cursor activity and voice recording.  After the session, users completed a post-session evaluation form.  

Data from the think aloud sessions are currently being analyzed, however, the post-think aloud questionnaires, which surveyed users on the tool’s ease of use, terminology, and general design, indicate that the users found that the tool was easy to learn and use and met their research needs (see table 2). The users did note minor problems with the terminology and flexibility of the tool (see table 2).  As one user said, “[It’s a] good tool for quick questions for overall sample size, but [it] cannot answer detailed questions with specific inclusion and exclusion criteria.” Despite their minor concerns with the tool, all pilot users surveyed “would recommend the i2b2 Cohort Discovery Tool to my research colleagues.” 

Table 2: Users’ Attitudes of i2b2 Cohort Discovery Tool after think aloud session

	Question
	Mean Score

	Learning to operate the system is difficult vs. easy

 (1=difficult; 9= easy)
	8.0

	Exploring features by trial and error is difficult vs. easy

(1=difficult; 9= easy)
	7.75

	System speed is too slow vs. fast enough

(1=too slow; 9=fast enough)
	8.5

	System reliability: unreliable vs. reliable

(1=unreliable; 9=reliable)
	8.0

	Rigid vs. flexible

(1=rigid; 9=flexible)
	5.25

	Use of terms throughout the system is inconsistent vs. consistent

(1=inconsistent; 9=consistent)
	5.25


User Feedback in the Development of Cohort Discovery
As a result of feedback from our core pilot users and an ever-improving ability to identify, extract and process individual data points, we have added several features to the Cohort Discovery Tool.  As previously mentioned, we have added systolic and diastolic blood pressure query capability and have fully implemented the ability to search lab test by the numeric result value.  A complete recoding of the medication ontology has improved drug queries by aligning the Cohort Discovery database with the UC Davis Health System drug formulary and facilitated the inclusion of all medication orders in the cohort discovery application.  In addition, we are currently working to add the capability to search by Body Mass Index as well as the ability to search lab results that do not yield a numeric result. 
Appendix – UCDHS Intranet Site pages 

Cohort Discovery Site
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